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A s it’s widely used today, the term redaction re-
fers to the act of making certain text present 
in an original document unreadable. Re-
daction is frequently performed on medical 

records and financial documents to comply with pri-
vacy legislation, on government documents to comply 
with the US Freedom of Information Act (FOIA), and 
on legal documents to protect sensitive information 
such as attorney–client communications. In addition, 
the increased off-shore management of documents 
with sensitive client data and the trend toward on-
line access to public records (of home sales, permit 
requests, and so on) will only lead to more cases in 
which redaction could be useful. However, as popular 
an option as redaction is—and will continue to be—
the consequence of error is large in some cases. Fi-
nancial records are ripe for identity theft; incorrectly 
redacted government documents have led to leaks of 
classified training procedures and other sensitive mili-
tary information.2 Some even attribute lost lives to the 
failure to redact witness names from case documents.3

Redaction software offers some hope to redaction 
practitioners. Such tools are a relatively small part of 
the data loss prevention (DLP) market, but the high 
price paid for successful companies in the space (such as 
Symantec’s US$350 million acquisition of DLP vendor 
Vontu) is evidence that this market is growing sub-
stantially. Existing redaction tools automate the redac-
tion process for a variety of file formats, and some even 
provide limited automated support for removing text 
or user-specified words and phrases in certain regions 
of documents. When integrated with a more sophisti-
cated content-filtering tool, redaction software could 

potentially allow 
for automatic 
detection and redaction of text that matches some por-
tion of a document that’s known to be sensitive.

At first glance, then, redaction might seem like 
a solved problem, but our interviews with redaction 
practitioners in healthcare, finance, and litigation at-
test to a substantial gap between current technology 
offerings and user needs. Today’s tools, for example, 
are quite adept at the actual redaction act, but they 
largely ignore the broader context. Practitioners need 
a tool that helps them determine what to redact and 
that facilitates human review and, if needed, revision. 
For them, creating a redacted document is a collab-
orative and somewhat iterative process that follows 
three—possibly four—steps: sensitive text identifica-
tion, redaction, a review of the results, and a return to 
the first step if the results are unsatisfactory. In this ar-
ticle, we review current redaction practice and tech-
nology and describe a prototype system that supports 
the natural redaction workflow.

Case Studies
Three brief case studies, culled from our interviews, 
illustrate the challenges redaction practitioners face.

Healthcare
As part of our study, we interviewed the medical re-
cords manager for a 10,000+ patient healthcare pro-
vider in California. Unless a patient authorizes the 
release of his or her record in unredacted form (some-
thing done by fewer than 25 percent of patients), the 
manager must remove any information about HIV 

Frequent data leak reports in the press attest to the 

difficulty of identifying and protecting sensitive content. 

Redaction is particularly challenging because it seeks to 

protect a document by selectively removing only the 

sensitive parts. The prototype system described here 

addresses some current technology limitations.
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status, drug or alcohol use, and mental health history 
prior to releasing the record to comply with state and 
federal privacy legislation. 

The actual act of redacting the records occupies 
roughly 20 percent of the manager’s time; the remain-
ing 80 percent is consumed by the more difficult task 
of deciding what to redact. The manager currently 
maintains long lists of names of specialists connected 
to protected diseases as well as the medications and 
treatments associated with them because someone 
could infer, say, a patient’s HIV status from this in-
formation. This process is done entirely manually, by 
an individual with an MS in molecular biology—the 
only person in the organization deemed to have suffi-
cient domain knowledge for the task. In addition, the 
organization maintains expensive liability insurance 
to protect against redaction mistakes.

Litigation
We also interviewed attorneys and paralegals in the 
Office of General Counsel for a Fortune 500 compa-
ny. All our interviewees attested to the collaborative 
nature of their redaction process, but what consti-
tutes privileged information is something they find 
particularly hard to agree on. Several attorneys, for 
example, must weigh in on the question of whether 
certain information is subject to attorney-client privi-
lege before redaction. 

Domain expertise is also often required in their 
process. The judge in a hard-drive case once ruled 
that any references to “thermal tilt” be removed from 
court documents. It wasn’t enough to look for those 
keywords: the lawyers had to consult with experts to 
identify test results and other terms that revealed any-
thing about thermal tilt.

In addition, the opposing party in a case often uses 
legal discovery requests as a sort of “denial of service” 
attack, forcing the other side’s legal team to review 
and redact thousands of documents, thus distracting 
them from preparing their case. The company we in-
terviewed recently began outsourcing its legal discov-
ery and redaction because it could no longer keep up 
with such requests.

Finance
Finally, we interviewed a senior executive with a 
leading international firm in the financial services 
platform space that maintains “virtual data rooms” to 
support mergers and acquisitions. The data room is 
an online repository that a company’s potential suitors 
can visit to review its financial documents. 

Access control is a huge problem in these data 
rooms because companies don’t want to reveal all their 
financial data to every bidder—for example, a bid-
der with a newly expressed interest in acquiring the 
company should have access to less information than a 

bidder considered to be more serious. Currently, this 
involves manually redacting data in different docu-
ments: a single document can be redacted in various 
ways for several different bidders but might need to 
be “unredacted” as negotiations progress. At certain 
stages of the negotiations, the identities of the com-
pany’s customers and partners must be protected, so 
the documents go through extensive human review 
to ensure that nobody can infer such information.

An Intelligent Redaction System
Our prototype intelligent redaction system leverages 
linguistic content analysis, an interactive user inter-
face, and privacy-enabling inference detection algo-
rithms to support the successive steps of the redaction 
process: sensitive content identification, text redaction, 
and redacted document review. In addition, we feature 
a reversible redaction option that uses encryption to con-
trol access to various parts of a document. This feature 
is ideal for workflows in which several users, each with 
different access rights, need to view the document.

Identifying Sensitive Content
Identifying sensitive content in documents relies on 
two achievements—understanding a particular docu-
ment’s content and understanding content sensitivity 
in general. Our prototype improves each achieve-
ment’s efficiency by leveraging linguistic content 
analysis for the former and inference detection algo-
rithms for the latter.

Linguistic analysis identifies—and classifies—en-
tities and the relations between them. Specifically, it 
identifies and designates entities by types (for exam-
ple, it identifies “Valerie Plame Wilson” as a person, 
“Washington, DC,” as a location with a city subtype, 
and “1000 Main St.” as a location with an address 
subtype) and identifies and normalizes potentially 
sensitive relations (for example, a text that says “John 
Smith’s address is 33 Broadway” and a text that says 
“John Smith lives on 33 Broadway” are recognized 
as expressing the same relation). The system always 
identifies core entity types, such as names of people. 
Other types might be domain-specific,4 such as the 
medicines used to treat HIV, which users can add to 
the system in various ways, as we describe later.

We also use deep content analysis to track entities, 
including anaphora resolution—for example, in sen-
tences such as, “Mr. Libby stated that he had entered 
government service in the early 80s,” it’s important 
to know whether “he” refers to Mr. Libby so that we 
can detect and redact all information related to that 
entity. Content analysis can suffice for identifying ob-
viously sensitive information such as names or social 
security numbers, but the privacy problem is more 
subtle than looking for such well-known identifiers. 
Recent research has shown that even broadly held at-
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tributes, when taken together, can be identifying—
for example, the triple of gender, zip code, and date 
of birth is unique for a large fraction of individuals 
in the US population.5,6 As our healthcare case study 
uncovered, medical records holders face a similar 
problem when they attempt to protect a patient’s HIV 
status. Redacting “HIV” isn’t enough: What about 
medications that are almost exclusively prescribed to 
HIV positive patients? What about symptoms closely 
associated with HIV? In all these cases, the problem 
is inference detection—that is, detecting the set of 
attributes that allow someone to infer sensitive in-
formation (identity or HIV status). Inference control 
algorithms exist, but they’re either designed for the 
structured data found in databases,7 or they’re limited 
to inferences coming from regular expressions, such 
as addresses or account numbers.8

Our algorithms9,10 find inferences stemming from 
English language words and phrases using efficient 
data mining techniques. The algorithms first extract 
keywords from the document under consideration and 
then issue search queries for documents that contain 
subsets of these keywords within a reference corpus 
that encapsulates as much relevant public knowledge 
as possible. This corpus is meant to simulate an ad-
versary’s knowledge, so the inference detection algo-
rithm’s goal is to discover text in the document that 
would let an adversary make an undesired inference. 

Figure 1 provides an example of this process.9 In the 
process of declassifying the US Federal Bureau of In-
vestigation (FBI) document on the left, government 
officials redacted various text elements. However, 
once we extract keywords from the document’s unre-
dacted portion and query a search engine with them, 
we see a strong association with the Bin Laden family, 
indicating an improper redaction. We can then feed 
this information back into the redaction process to 
better protect the document.

In the healthcare setting, we’ve used our algo-
rithms to identify keywords that enable HIV status 
to be inferred—specifically, our algorithms identi-
fied medical conditions closely associated with HIV, 
HIV medications (“abacavir”), and proteins and cells 
associated with diagnosing and treating the disease 
(“gp120” and “cd4-gp120”). Figure 2 shows some of 
our results, which we rank in order of decreasing con-
fidence in the inference (more about how to measure 
confidence appears elsewhere9).

These two technologies—linguistic content analy-
sis and inference detection—facilitate sensitive con-
tent’s identification, but they aren’t a complete answer. 
For a given domain and task, the system still needs to 
be told what to look for. 

To address this challenge and facilitate a partially 
automated approach to identifying sensitive content, 
we built on user interfaces crafted to support the intel-
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(U//FOUO) The                 Family

(U//FOUO)                                           is a member of a large and wealthy Saudi Family. The family
patrirach  came to the kingdom from Hadramout (South Yemen)
sometime around 1930.1

(U//FOUO) There is some confusion as to the total number of            siblings.

(U//FOUO) The            family has denounced       repeatedly.

•    In Suadi Arabia,             father became a construction magnate, completing prestigious
     projects sush as the renovation of the holy mosques in Mecca and Medina, As a result, the
                       are a highly respected family both within the Saudi royal household and with the
      public.

•    Some cite that he is the youngest of some 20 sons, 3 while others claim he is the seventh
     son.3

•    The total number of his siblings might be 504, 52,3 or 54.4  In an interview,          seemed
     unsure as well, citing that he had 25 brothers—although he could remember the names of
     only 20.7

•    Nealry all of these siblings are half-brothers or half-sisters, as             father had multiple
     wives.               is cited as having only one son.4

•    After the attacks on the US on September 11, 2001, the current head of the family

       14          is

•    In 1994, the            family issued a statement expressing its “regret denunciation and
     condemnation of all acts that                   may have committed which we do not
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Figure 1. Extracting identifying text from a redacted document. A Google query for “saudi magnate half-brother”—the text that wasn’t 

removed from the newly declassified document—indicates improper redaction because we can use this text to infer that the document is 

about the Bin Laden family.
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ligence community’s fine-grained analysis needs11,12 
and the visualization of large documents.13 The inter-
face lets users copy entities rapidly into a knowledge 
area and then compose them into belief statements 
(statements of fact) and groups of related entities 
that might have been identified through linguistic 
analysis, inference detection, or simply using a priori 
knowledge of the user; in turn, users can share them 
to support collaborative redaction of sensitive content. 
In Figure 3, content analysis identifies a person’s pass-
port number, address, telephone number, and travel 
information. The user captures this information into 
a knowledge area on the right, forming various belief 
statements (“Oluf Zabani visited Amsterdam”); the 
user can then share this knowledge area with other 
users to facilitate collaboration.

The system leverages belief statements to craft a 
set of rules for automatically identifying regions of 
text that are likely to be sensitive. These rules are 
expressed in terms of entity categories that are likely 
to be sensitive, such as people or locations, but they 
also express the size of textual objects that should be 
matched, with options at the phrase, sentence, and 
paragraph levels. Consequently, users can choose to 
redact only the exact sensitive phrases or any sentences 
or paragraphs containing those phrases. Finally, rules 
can be based on specific relationships and entities—in 
such cases, users specify a focus entity and define a 
category of all entities known to be related to it. In 
the lower portion of Figure 3, for example, the user is 
creating a rule that will find all locations, people, and 
phone numbers linked to a particular person. We’re 
currently extending our prototype to allow users to 
share these rules.

Protecting Sensitive Content
Once we’ve identified sensitive content in a docu-
ment, the question becomes how to protect it. Our 
prototype supports traditional redaction—that is, the 
replacement of sensitive text with a black bar of the 
same length. This remains the protection mode of 
choice in litigation, where “reflowing” the document 
(modifying its printed layout) isn’t acceptable. We em-
phasize that our redaction system completely removes 
the original content from the document, rather than 

Figure 2. Our algorithm’s results. We identified words leading to an HIV inference and have ranked them here in decreasing order of 

inference strength, or “confidence.”

(a)

(c)

(b)

Figure 3. Building a knowledge area. Our prototype incorporates user 

interface techniques that let users copy entities rapidly into a knowledge 

area and then compose them into belief statements (statements of fact) 

and groups of related entities. They can also use belief statements to create 

redaction rules, as shown in the lower part of the figure.
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simply placing a black bar over it to obscure it (which 
is widely known to be fallible2). 

For other applications, we support redaction via en-
cryption—that is, encryption of only the document’s 
sensitive parts rather than the entire document. This 
lets us tie access rights to the document’s actual content, 
which is useful when someone needs to “unredact” 
something. With our approach, a single version of the 
document, protected by encryption, can be distributed 
to parties with potentially different access rights. 

We implemented our approach with a novel attri-
bute-based encryption protocol.14 Using the protocol, 
our approach encrypts passages in a document based 
on their content, and users are assigned a decryption 
key according to the types of content they’re allowed 
to access. Users can then release the encrypted docu-
ment and share it publicly with the assurance that no 
one will be able to recover identifying—or otherwise 
sensitive—information without the proper access 
rights (in the form of a decryption key).

Figure 4a illustrates the use of subdocument en-
cryption on a mortgage application. Figure 4b shows 
the application with all sensitive fields encrypted (the 
encrypted portions have black boxes of a consistent 
size, so that no one can infer specific letters or words 
based on their lengths or heights). Consider a clerk 
who wants to follow up with the applicants for qual-
ity assurance purposes. The clerk needs to view the 
applicants’ names and phone numbers but no other 
sensitive information. Hence, the clerk receives a de-
cryption key that lets him or her view a document as 
in Figure 4c—with sensitive fields such as date of birth 
still encrypted.

Reviewing the Redacted Document
All our interviewees attested to the need for keeping 
the human in the loop during the redaction process. 
As frequently as redaction practitioners expressed a 
desire for automation to make the process more ef-
ficient, they asserted that complete automation would 
never be possible. Redaction rules must be tested and 
refined on sample documents, and the protection 
mechanism must be evaluated for effectiveness.

Our user interface provides tools for previewing 
the sensitive passages that the rules have revealed. 
These tools lead the user rapidly through all relevant 
passages or selected regions that match a given query 
or rule. Based on this information, the user can revise 
the rules until he or she gets the desired results—for 
example, the user might notice additional contacts of 
person A who are sensitive but aren’t person A’s co-
workers and add rules to take these additional people 
into account. In Figure 5a, the user interface uses 
red and yellow highlighting to emphasize passages 
in a document; Figure 5b shows the same document 
after redaction.

(a)

(c)

(b)

Figure 4. Subdocument encryption. In a mortgage application, we start 

with (a) an unredacted loan application; after (b) encrypting the sensitive 

fields, (c) the modified application appears to the user, who’s authorized to 

see names and phone numbers but no other sensitive fields (the revealed 

fields are circled).
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Another way of evaluating rule accuracy is to 
compare rules’ application across multiple documents, 
some of which are well understood from a sensitivity 
viewpoint. Our user interface facilitates visualization 
of large document collections and makes it easy to 
identify those satisfying rules based on common enti-
ties using highlighting techniques.11

Evaluating the protection mechanism is also im-
portant during the review process. Figure 1 shows 
one example of an unintentional “unredaction”; other 
researchers15 have demonstrated similar redaction re-
versals using little more than the lengths of the black 
boxes. This other work demonstrates the risk of re-
dacting at too fine-grained a level. Although redact-
ing more coarsely (that is, at the paragraph or even 
page level) might seem like the natural answer, this 
approach could be at odds with the user’s informa-
tion disclosure needs. Moreover, in litigation situa-
tions, withholding additional information might let 
the opposition delay a case by challenging the need to 
redact each line. Thus, for many applications, it’s es-
sential that the user be able to preview and revise the 
proposed redactions. When it’s acceptable to reflow 
the document, our prototype uses black boxes of con-
stant size (see, for example, Figure 4), regardless of the 
length of text to be redacted.

Evaluating a Redaction System
Three natural metrics can help evaluate a redaction 
system: precision, recall, and usability. A thorough 
evaluation of these metrics requires several domain-
specific studies and is thus beyond this article’s scope, 
but we can describe some of the precision/recall ex-
periments we’ve conducted, along with comments 
about the performance aspect of usability.

Precision/Recall
Precision and recall are broadly used metrics for eval-
uating information retrieval systems. Precision refers 
to the false-positive rate, and recall refers to the false-
negative rate. Although many aspects of our system 
would benefit from a precision/recall analysis (such 
as entity extraction and relation detection), we focus 
in this article on the components particular to redac-
tion—that is, roughly speaking, redaction precision, 
which translates into the fraction of terms suggested 
for redaction that are closely associated with a sensi-
tive topic, and redaction recall, which is the fraction 
of terms closely associated with a sensitive topic that 
were suggested for redaction.

To gauge our system’s precision, we engaged a li-
censed medical doctor with a history of HIV-infected 
patients to review the keywords in Figure 2. The doc-
tor found that 55 of the 73 keywords were correct, a 
precision of more than 75 percent. We estimate the 
true precision is even higher, as many of the keywords 
that the doctor felt weren’t indicative of HIV were 
terms such as “UNAIDS” (a United Nations AIDS 
effort) and “ccr5” (an HIV protein), which are closely 
associated with HIV but unfamiliar to the doctor be-
cause they’re unlikely to be seen in a medical record. 

Recall is particularly challenging because it’s un-
likely that a definitive list of keywords associated 
with a given sensitive topic can be obtained. Instead, 
to estimate recall, we tested our approach’s stabil-
ity in a spirit similar to the statistical technique of 
cross-validation. In particular, we varied the number 
of source documents used to generate candidate re-
daction keywords and measured the number of key-
words discovered for varying confidence thresholds. 
Our experiments indicated a diminished return after 
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10 documents—that is, the rate of increase in key-
words associated with HIV drops off significantly 
with additional documents after we reach the thresh-
old of 10. Figure 6 shows a graph demonstrating the 
number of high-confidence keywords discovered as a 
function of the number of documents.

Usability
As discussed earlier, our interviewees attested to the 
need for an assistant as opposed to a completely auto-
mated tool. Hence, our design philosophy has been to 
automate where possible and provide ample feedback 
opportunities for the user to guide the tool. In partic-
ular, we automate the process of finding the redaction 
candidates (that is, keywords closely associated with 
a sensitive topic), and we automatically apply user-
written rules; both processes are quite fast. Our soft-
ware generated a ranked list of more than 2,400 terms 
closely associated with HIV (a superset of the terms 
Figure 2 shows) in less than 70 seconds. This contrasts 
very favorably with the entirely manual approach our 
interviewees used.

I n our ongoing work,1 we’re extending our tool to 
support an alternative to redaction that we call sani-

tization. One challenge with redaction is that the very 
act of redacting content can be a red flag on its own 
as it raises awareness of the document’s sensitivity. 
Sanitization is an alternative approach in which the 
document is revised to hide sensitive content while 
retaining as much cohesion and utility as possible. 
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