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ABSTRACT
Protecting identity in the Internet age requires the ability
to go beyond the identification of explicitly identifying infor-
mation like social security numbers, to also find the broadly-
held attributes that, when taken together, are identifying.
We present a system that can work in conjunction with nat-
ural language processing algorithms or user-generated tags,
to protect identifying attributes in text. The system uses a
new attribute-based encryption protocol to control access to
such identifying attributes and thus protects identity. The
system supports the definition of user access rights based on
role or identity. We extend the existing model of attribute-
based encryption to support threshold access rights and pro-
vide a heuristic instantiation of revocation.

Categories and Subject Descriptors
E.3 [Data]: Data Encryption

General Terms
Security
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1. INTRODUCTION
Identity protection is about more than protecting social

security numbers, passport numbers and other values as-
signed for the explicit purpose of identification. Recent re-
search has shown that even broadly held attributes, when
taken together, can be identifying. For example, [18, 27]
demonstrate that the triple of gender, zip code and date of
birth is unique to a large fraction of individuals in the U.S.
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population and [28] shows that even characteristics like pro-
fession and nationality can be identifying. Hence, identity
protection requires the ability to control access to an indi-
vidual’s attributes, even those attributes an individual may
share with many others.

We propose a system that protects identity and other sen-
sitive information by controlling access to an individual’s
attributes through encryption. Attributes can be extracted
from text with natural language processing tools such as
[17] or through the manual association of attributes by user
tagging. Inference detection algorithms such as [28] can de-
termine what sets of attributes allow sensitive information,
such as identity, to be inferred. Attributes can be of varied
granularity. For example, we might want to group all social
security numbers into an “SSN attribute” since it is likely
that any SSN should be protected. In contrast, we may not
need to protect all names, so it might make sense to repre-
sent each name as its own attribute and only control access
to the ones deemed sensitive.

Once attributes have been identified, our system uses a
novel protocol for attribute-based encryption to offer protec-
tion against sensitive inferences based on those attributes.
Passages in unstructured documents and fields in forms are
encrypted based on their attributes, and users are assigned a
decryption key according to the attributes they are allowed
to access. The encrypted document can then be released and
shared publicly with the assurance that no one will be able
to recover identifying, or otherwise sensitive, information,
without the proper access rights (in the form of a decryp-
tion key).

With this ability to define fine-grained access rights based
on document content, the system can ensure users are only
able to access information about certain individuals. For
example, a user authorized to view articles about a partic-
ular former CIA agent Valerie Plame Wilson, can be given
the capability to decrypt any article provided it mentions at
least three of the following four organizations, as the pres-
ence of any three is strong evidence that the text is about
Valerie Wilson: Brewster, Jennings and Associates (a CIA
front company), London School of Economics (one graduate
school she attended), College of Europe (another graduate
school she attended) and the CIA (her employer).

Alternatively, the system can protect all identities by pre-
venting the user from decrypting enough information to infer
identity. For example, an employee of a mortgage company
who arranges property appraisals might be given a decryp-
tion key that allows them to view the property address and a
contact number for the applicant, but not identifying infor-



mation like the applicant’s social security number or enough
demographic attributes to infer identity.

We have implemented a research prototype of our system.
Our implementation is based on interviews conducted with
professionals who routinely deal with sensitive data in their
work. The implementation allows the system administrator
to define access rights for different users of the system by
the user’s identity or role. However, it goes beyond tradi-
tional role-based access control (RBAC) systems (see, for
example, [14]) by tying enforcement of those access rights
to document content, as opposed to the categorization of a
document. For example, while with RBAC it may be nat-
ural to block access to all performance appraisals, with our
system it is easier to distinguish between Bob’s access to
Mary’s performance appraisal and Bob’s access to his own
performance appraisal. In addition, our system provides an
efficient approach to protecting sensitive content because it
allows a single (encrypted) version of a document to be cir-
culated within an organization while ensuring that each user
will only be able to view the portions of the document they
are authorized to see.

Overview. This paper is organized as follows. In section 2,
we survey related work. In section 3 we describe various
use cases for our technology based on field interviews we
conducted. We describe our model in section 4. Our novel
attribute-based encryption protocol is presented in section 5
and our prototype system is discussed in section 6. Our
model of attribute-based encryption with revocation and our
heuristic construction are in section 7. We conclude in sec-
tion 8.

2. RELATED WORK
Our system is related to work in a number of different

areas, each of which we discuss in turn.

Attribute-Based Encryption. Our encryption proto-
cols are forms of attribute-based encryption. The notion
of attribute-based encryption (ABE) is introduced by Sahai
and Waters in [25]. In follow-on work, Goyal, Pandey, Sahai
and Waters [19] extend the model of [25] to accommodate
general monotone access rights and provide a novel secret
sharing-based scheme for supporting general access rights
whose security relies on standard BDDH.

We further extend the model of [19] by allowing for user
revocation. In addition, our use of ABE for identity protec-
tion, and other undesired inferences stemming from docu-
ment content, is new. Our protocols are designed with this
application in mind. In particular, in section 5.1 we present
a scheme that leverages an understanding of topic detection
algorithms in the natural language processing community to
control access to text about a targeted individual.

Revocation and Broadcast Encryption. Revocation
schemes and broadcast encryption schemes exist for both
the symmetric key and public key settings (see, for exam-
ple, [16, 23, 12, 8]). In either setting, the goal is to distribute
keys to users so that given any target subset of users, it is
possible to encrypt a message so that exactly those users can
decrypt the message. In our setting, users have previously
assigned access rights and based on these, it may not be
necessary to revoke arbitrary subsets of users. The natural
adaption of revocation and broadcast encryption schemes to
our setting leads to high overhead. In particular, if we re-

place a user in the revocation scheme with a conjunction of
attributes, and users store the keys assigned by the revoca-
tion scheme to each of their conjunctions, this may lead to
high communication overhead (O(2m), where m is the total
number of attributes).

Commercial Offerings. There are a number of commer-
cially available products that provide identity protection by
finding, and optionally, protecting, identifying information
in documents. The vast majority of these focus on pat-
tern matching explicitly identifying information like social
security numbers and account numbers (see, for example,
[29, 24]). The product offered by MortgageGrader [21] goes
a step further by protecting race and other attributes to
protect against discrimination, not identification. The only
commercial technology of which we are aware with even the
potential to protect against identification through the as-
sociation with broadly held attributes is the technology of
AreteQ [1]. However, their main application appears to be
protecting sensitive military information such as weapons
development and they do not appear to offer encryption as
a mode of protection.

3. USE CASES
Prior to developing our encryption algorithms and re-

search prototype, we conducted interviews with financial
sector and legal professionals who routinely deal with sensi-
tive data. These interviews suggested a number of use cases
for content-driven access control that we describe now in
turn.

Mortgage Lending. In order to comply with privacy leg-
islation (e.g. the Gramm-Leach-Bliley Act) and to sup-
port separation of duty mandates in Sarbanes-Oxley, lending
companies need to decompose processing of financial infor-
mation into several roles and control the financial informa-
tion that is accessible by employees based on their role. For
example, a lender might provide access to a loan application
for the purposes of evaluating the credit of the applicant and
appraising the property for which the loan is sought. The
credit evaluator needs identifying information such as the
applicant’s social security information and name, but does
not need the property address, whereas the appraiser may
only need the address. With our system, the application
can be encrypted once and the different keys assigned to the
credit evaluator and the appraiser ensure that each person
will be able to view only the information they need.

Mergers and Acquisitions. When a company is inter-
ested in being merged or acquired, it needs to make its fi-
nancial data available to potential “suitors” for review. The
current approach to this involves the construction of a vir-
tual “dataroom” which houses all the relevant records and
to which suitors are given access. The difficulty is that it is
desirable to parameterize the extent of the access according
to the stage of the negotiations. A new suitor may be only
given coarse financial information whereas a suitor who is
deemed to be more serious might be allowed to see names
of clients and more detailed records. To achieve this fine-
grained access control today it is necessary to sanitize the
documents and records differently for the various suitors.
With our system, the data can be encrypted once, and the
suitor’s decryption key determines what data they can ac-
cess.



Legal. In the United States there is a broad trend to-
ward storing court records online. These records contain a
wide array of identifying information including social secu-
rity numbers, names, and addresses, some of which may be
redacted upon request (see, for example, Florida statutes
[15]). A potentially more efficient approach would be to en-
crypt the identifying fields and passages and ensure through
the decryption keys that only authorized users can access
the identifying content in the online record.

4. MODEL
As discussed in section 1, we present encryption schemes

that take as input documents (or document regions) on which
automated or manual content analysis has been performed
to generate tags that reflect the meaning of the document.
For example, the tags may be keywords in the document, or
metadata associated with the document such as the name
of the document’s author or the date the document was cre-
ated. Following the terminology introduced by Sahai and
Waters in [25],we refer to these tags as attributes, and our
encryption protocol as an attribute-based encryption (ABE)
protocol.

Let W = {w1, . . . , wm} represent the set of all attributes.
These attributes are boolean variables that take the value
true in documents or portions of documents associated with
the attribute, and take the value false otherwise. For exam-
ple, let wi represent the attribute ‘John Smith’. The variable
wi takes the value true in portions of documents that involve
‘John Smith’, and false everywhere else.

Access rights to a document can be represented formally
as a monotone boolean formula over the variables w1, . . . , wm

and their negations w1, . . . , wm. (In what follows, we de-
note the boolean operator AND by ∧ and OR by ∨). A user
can access all documents or portions of documents whose
assignment of values to the boolean variables w1, . . . , wm

satisfy the boolean formula that expresses the user’s access
rights. For example, if a user has rights to all documents
that contain both the attributes w1 and w2, but not w3,
this is represented by the formula: w1 ∧ w2 ∧ w3.

More generally, we represent the access rights of a user
in disjunctive normal form (DNF), i.e. as a disjunction of
conjunctions of the variables w1, . . . , wm and their negations.
We refer to the conjunctions that make up the disjunctive
formula as “subformulas” of the user’s access rights. For
example, the conjunction (w1 ∧ w2) is a subformula of the
access right (w1 ∧ w2) ∨ (w1 ∧ w3) ∨ (w4).

Let T ⊂ W, and let σ be a boolean formula over the
variables w1, . . . , wm and their negations. We say that T
satisfies σ if σ is satisfied when the variables in T are set
to true and the variables in the complement of T are set to
false.

Definition 4.1. An ABE scheme consists of four algo-
rithms1:

Setup(λ,W) takes as input a security parameter λ and a
set of attributes W = {w1, . . . , wm}, and outputs the
public parameters and a master key, (pub, mk). The
set W must be part of the public parameters.

KeyGen(mk, σ) takes as input a master key mk and a
monotone boolean formula σ over the variables w1, . . . , wm

1A similar definition was independently proposed in [19].

and their negations w1, . . . , wm, and outputs secret pa-
rameters dσ.

Encrypt(mk, M, T ) takes as input a master key mk, a mes-
sage M , and a subset T ⊂ W of the attributes that take
the value true in the message M , and outputs a cipher-
text C.

Decrypt(T, dσ, C) takes as input a set of attributes T ⊆ W,
a secret key dσ corresponding to a boolean formula σ
and a ciphertext C, and outputs a message or a special
symbol ⊥.

such that if T satisfies σ, then we have

Decrypt(T, dσ,Encrypt(mk, M, T )) = M.

Informally, an ABE scheme is secure if a user can only
decrypt portions of documents that satisfy the boolean for-
mula that describes the access rights of the user. Formally,
we define the security of an ABE scheme through the fol-
lowing game between an adversary and a challenger:

Setup: the challenger runs the Setup algorithm, gives the
public parameters to the adversary and keeps the mas-
ter key to himself.

Phase 1: the adversary adaptively issues queries σ1, . . . , σm,
where each σi is a boolean formula over the variables
in W and their negations. The challenger responds
by running the KeyGen algorithm and gives the se-
cret key dσi corresponding to σi to the adversary. In
addition, the adversary adaptively issues encryption
requests for a message M and attribute set T . The
challenger responds by running Encrypt and gives the
resulting ciphertext C to the adversary.

Challenge: the adversary outputs two equal length mes-
sages M0 and M1, and a subset T ∗ of W such that
T ∗ satisfies none of the boolean formulas σi issued in

Phase 1. The challenger picks a bit b
R←− {0, 1}, en-

crypts C ← Encrypt(mk, Mb, T ) and outputs C.

Phase 2: the adversary adaptively issues queries σm+1, . . . , σn

such that T ∗ does not satisfy σi for m + 1 ≤ i ≤ n.
The challenger answers these queries as in Phase 1.

Guess: the adversary outputs a bit b′.

We define the advantage of the adversary in attacking the
scheme as

AdvA(λ) =

�
�
�
�Pr[b = b′]− 1

2

�
�
�
�

The ABE scheme is secure if the adversary’s advantage is
negligible. In this paper, we prove the security of the ABE
scheme proposed in section 5 in the selective-set model (fol-
lowing [9, 10, 6]). Specifically, we assume that the set T ∗

is given by the adversary at the beginning of the game, be-
fore he receives the public key. We note that schemes secure
against selective attacks are also secure against adaptive at-
tacks, with a loss of 2m (where m is the number of keywords)
in the efficiency of the reduction.

The proof of security of our ABE scheme is based on the
Bilinear Decisional Diffie-Hellman (BDDH) assumption. We



briefly describe BDDH here, referring the reader to [7] for
additional information.

Bilinear Decisional Diffie-Hellman Let G1 and G2 be
groups of prime order q, with an admissible bilinear map
(see [7]) ê : G1 × G1 → G2, and let g be a generator of
G1 and h = ê(g, g). The BDDH problem is to distinguish 4-
tuples of the form (ga, gb, gc, habc) and (ga, gb, gc, hd), where
a, b, c, d are random elements of the set {1, . . . , q − 1}. We
say that a polynomial time adversary A has advantage ε
in solving the BDDH problem if |Pr[A(ga, gb, gc, habc) =
true]− Pr[A(ga, gb, gc, hd) = true]| > ε.

5. AN ABE SCHEME BASED ON SECRET
SHARING

To leverage secret sharing (see, for example [26]) to achieve
ABE, we choose a master secret and associate shares of the
secret with each of the attributes that make up the user’s
access right. The shares are user-specific to prevent unau-
thorized users gaining access to documents through collu-
sion, and are stored in encrypted form to ensure that they
can only be accessed when a document with the appropriate
attributes is received. If a document has a set of attributes
that satisfies a user’s access rights, then the user is able
to reconstruct the document encryption key (a function of
the master secret), and thus, decrypt the document. A key
point is that as part of the decryption process the shares
are randomized to be specific to the particular document, so
that the ability to access one document doesn’t imply the
ability to access others. To summarize, this construction
takes as input an arbitrary secret sharing scheme that real-
izes a user’s access rights and consists of the following two
components:

• Generate shares of a master secret: Associate with
each literal in a Boolean formula, σ, that describes
the user’s access rights, a share of the master secret,
where the sets of shares capable of reconstructing mas-
ter secret is as indicated by σ.

• Encrypt shares based on their corresponding attribute:
Each share, s, is associated with a literal, Ws, such
that Ws must be present in a document, or document
region, in order for the user to be able to recover a
randomized version of s.

To demonstrate this construction yields a secure ABE,
we provide an instantiation of this scheme using the secret
sharing scheme of [2] and prove it secure using the BDDH
assumption. Following this we introduce an example using
another approach to secret sharing that reduces storage for
certain access rights.

In this instantiation, the user access rights are described
by boolean formulas σ on the attributes, represented by a
rooted tree2 in which each internal node is either an AND
or an OR gate, and the leaves are keywords. We say that
a leaf wi is satisfied by a set of attributes T if wi ∈ T , an
AND node is satisfied if all its children are satisfied and an
OR node is satisfied if one of its children is satisfied. The
tree σ is satisfied if the root is satisfied. If user U is given
access σU , then he should be able to read every document
D whose set of attributes TD satisfies σU .

2We often abuse notation and denote the tree by σ, as well.

Setup(λ,W).
Say W = {w1, . . . , wm}. Let G and G′ be groups and let

e : G × G → G′ be an admissible bilinear map (see [7]).
Select a random generator g ∈ G and a random integer
S ∈ {0, . . . , |G| − 1}. Compute h0 = e(g, g)S , and select

g1, . . . , gm
R←− G. The values g1, . . . , gm are associated with

attributes w1, . . . , wm. The public key is (G, g, h0, g1, . . . , gm)
and the master key is mk = S.

KeyGen(mk, σ).
First assign the secret value S to the root of the tree.

Then, values are assigned to all the nodes in the tree recur-
sively as follows:

• if an OR gate is assigned secret value s, assign the
secret value s to all its children.

• if an AND gate with k children is assigned secret value
s, generate k− 1 random values s1, . . . , sk−1 in the set
{1, . . . , |G| − 1} and set sk = s−

Pk−1
i=1 si mod |G| and

assign a secret value si to each child.

When this is done, a key is associated with each leaf of
the tree: a leaf with keyword wi assigned secret value s is

associated with a key (d0 = gr, d1 = gs · gi
r) where r

R←−
{1, . . . , |G|−1} (different r for each leaf). The secret key dσ

associated with σ is the set of secret keys associated with all
the leaves of σ.

Encrypt(mk, T, M).
Select r′

R←− {0, . . . , |G| − 1}.
Compute u = gr′ , vj = gj

r′ for wj ∈ T and w = h0
r′ ·M .

Return C = (u, {vj}wj∈T , w).

Decrypt(T, dσ, C).
Say C = (u, {vi}wi∈T , w).

For each leaf in σ that is satisfied by T , associate h =
e(u, d1) · e(vi, d0)

−1 to the leaf, where (d0, d1) and wi are
respectively the secret key and the keyword associated with
the leaf (note that e(u, d1) · e(vi, d0)

−1 = e(g, g)rs where
r = logg u and s is the value associated with the leaf by the
KeyGen algorithm). Then, associate a group element with
each node in σ that is satisfied by T in a bottom-up fashion
as follows:

• if h is associated with one child of an OR node, asso-
ciate h with the OR node as well.

• if h1, . . . , hk are associated with each of the k children
of an AND node, associate h =

Qk
i=1 hi to the AND

node.

At the end of this process, the value h = e(g, g)rS = h0
r will

be associated with the root of σ (where r = logg u). We can

then compute M = w · h−1.

Theorem 5.1. If the Bilinear Decision Diffie-Hellman prob-
lem is hard, then the scheme above is a secure ABE scheme
in the selective-set model.

Proof. Let A be an adversary that can obtain advantage
ε against the scheme. We show how to use this adversary
to build an adversary B that breaks the Bilinear Decision
Diffie-Hellman problem.



Given (g, A = gα, B = gβ , C = gγ , Z), algorithm B runs
algorithm A on a set of attributes S. A then outputs a set
of attributes T ∗ that he wishes to attack.

Algorithm B produces the public key as follows:
Select ω1, . . . , ωm and ρ at random in {1, . . . , |G| − 1}.
For each wi ∈ T ∗, compute gi = gωi .
For each wi ∈ S \ T ∗, compute gi = B · gωi .
Compute h0 = e(g, g)ρ · e(A, B)−1 (so, implicitly, S = ρ −
αβ).

Algorithm B then runs algorithm A with the public key
it just produced, and answers A’s queries as follows:

– Encryption queries. Those can be answered simply
by running the encryption algorithm with the public key.

– KeyGen queries. Say A issues a key extraction for
the formula σ. Note that T ∗ cannot satisfy σ, otherwise the
query would not be allowed. B can compute the secret key
corresponding to σ as follows.
First, assign the temporary key (A, gρ) to the root, which
‘implicitly’ assign the secret value S to the root. Remember
that ρ = S + αβ. We show how B can compute the secret
keys of all the leaves of a tree rooted at a node that is not
satisfied by T ∗ using only an ‘implicit’ description of its
secret value s through (d̂0 = gα, d̂1 = gs+αβ):

• if the tree is rooted at an OR node, then all its chil-
dren are unsatisfied by T ∗, so we can implicitly give
them the secret value s by assigning the temporary key
(d̂0, d̂1) to each of them and computing the secret keys
for each recursively.

• if the tree is rooted at an AND node with k children,
then at least one of its child c is not satisfied by T ∗. Se-

lect k−1 random values s1, . . . , sk−1
R←− {1, . . . , |G|−1}

and assign a secret value si to each child except for c.
The secret keys for the subtree rooted at these nodes
can now be computed using the KeyGen algorithm.
Then, implicitly pass the secret value s−

Pk−1
i=1 to c by

assigning it the temporary key (d̂0, d̂1 ·
Qk−1

i=1 g−si) and
the secret keys for the tree rooted at c are computed
recursively.

• if the tree is rooted at a leaf with keyword wi, then by
design, wi 6∈ T ∗ because the tree is rooted at an unsat-
isfied node. Select a random value r̂ ∈ {1, . . . , |G| − 1}
and put r = r̂ + α. Then the secret key associated to
this leaf is (gr, gs+rwi) = (A · gr̂, d̂1 ·Aωi ·Br̂ · gr̂ωi).

– Challenge query. WhenA issues two messages M0, M1

on which he wishes to be tested, B first selects a random bit
b ∈ {0, 1}, computes the ciphertext (C, {Cωi}wi∈T∗ , (e(C, g)ρ·
Z−1) ·Mb) and returns it to A. Note that e(C, g)ρ · Z−1 =
e(g, g)γSe(g, g)αβγZ−1 so if (g, A, B, C, Z) is a Bilinear Diffie-
Hellman tuple, this is just e(g, g)γS = h0

γ as it should be,
otherwise, it’s just a random element in the group.

Eventually, algorithm A outputs a bit b′. If b′ = b, B
outputs 1, otherwise, B outputs 0.

If (g, A, B, C, Z) was a Bilinear Diffie-Hellman tuple, then
A will guess the correct bit with probability 1/2 + ε, oth-
erwise, the distribution of (e(C, g)ρ · Z−1) ·Mb is indepen-
dent of Mb, therefore, the adversary cannot guess the cor-
rect bit with probability more than 1/2. Thus, B correctly

determines whether (g, A, B, C, Z) is a valid Bilinear Diffie-
Hellman tuple with probability 1/2 + ε/2.

5.1 A Variant for Threshold Access Rights
As discussed earlier, our ABE protocol leverages auto-

mated content analysis in order to achieve content-driven
access control. In high security applications such as gov-
ernment, it is important to have control over the number of
“false positives” output by the content analysis. For exam-
ple, if a government analyst is granted access to all docu-
ments about “Karl Rove” and the “leak”, it may be impor-
tant to ensure that the rights the analyst receives don’t in-
advertently allow access to other documents about Rove, or
documents pertaining to other leaks. A common approach
to topic detection in content analysis is to identify a set
of keywords corresponding to a topic [11]. To reduce false
positives, the user will receive “threshold” access rights that
require ` out of k keywords to be present in order for the
user to be able to decrypt the document. We briefly present
a variant of the previous scheme that uses a different se-
cret sharing mechanism in order to reduce user storage for
threshold access rights.

Setup(λ,W).
The same as before.

KeyGen(mk, σ).
Let S be the master secret, and let W1, . . . , Wk represent

the attributes in σ. Recall that user U has access to any
document or document region with ` attributes in the set,
W1, . . . , Wk. Let q(x) be a polynomial of degree ` − 1 over
{1, . . . , |G| − 1} and let a1, . . . , a` ∈ {1, . . . , |G| − 1} be dis-

tinct elements. Finally, let r
R←− {1, . . . , |G| − 1}. The secret

key, dσ, is gr, gq(a1) ·gr
1 , . . . , gq(ak) ·gr

k, where gi, i = 1, . . . , k
are defined as before.

Encrypt(mk, T, M).
The same as before.

Decrypt(T, dσ, C).
If Wi ∈ {W1, . . . , Wk} ∩ T , the user computes e(gq(ai) ·

gr
i , gr′)/e(gr′

i , gr) = hr′q(ai). If {W1, . . . , Wk} ∩ T has at

least ` elements, the user recovers hr′S using polynomial in-
terpolation.

This variant improves on the efficiency of the general con-
struction in that user storage is on the order of the number
of attributes in σ (as opposed to the number of subformulas
in σ). The proof of security can be adapted to this variant.

Finally, we note that a novel secret sharing-based scheme
for threshold access rights appears in [25]. The mechanics
of our scheme are a bit different from theirs and these dif-
ferences allow the above variant to be easily extended to
permit user revocation as described in section 7.

6. PROTOTYPE SYSTEM
We have implemented a prototype of our content-driven

access control system in Java. Our system assumes that doc-
ument regions (e.g. paragraphs or fields in forms) are tagged
according to the attributes present (e.g. names, phone num-
bers, etc.). The tags indicate the attributes present and



Figure 1: These two screenshots from our prototype system show an unencrypted mortgage application on
the left and the same document, with ciphertexts represented by black boxes, on the right. The ciphertexts
are generated with our attribute-based encryption scheme, using the attributes, address, name, SSN, phone
number and date of birth.

Figure 2: The left side of this figure shows the administrator window for defining the Creditor’s access rights
at the top and the Creditor logging into the system at the bottom. The right side of the figure shows the
mortgage application as it appears to the creditor, the creditor can view SSNs and years of birth, but other
sensitive information remains encrypted.

their precise location in the document. Location is impor-
tant because the user interface of the prototype represents
the encrypted regions as black bars. As much as possible,
we size the black bars in a manner that is independent of
the length of the text they represent, to resist attacks such
as those described in [20].

Since our focus is on content protection, we will not dis-
cuss the creation of tags in detail, but we note that there
exist well-known tools for identifying and tagging sensitive
information in documents. For example, sensitive content
may be tagged with tools for extracting patterns and enti-
ties automatically from documents [17], in combination with
user interface tools for reviewing and manually annotating
documents [3, 4].

Our encryption tools assume a simple XML encoding to
embed tags in documents. In the demo prototype depicted
below, the XML encodings indicating the locations of the
sensitive attributes in the document are generated manually.

Our access-control system allows a data owner to encrypt

sensitive portions of documents, and to define access rights
that allow users selective access to encrypted content. A
region can be determined to be sensitive by its associated
tags. To illustrate how our tool might be used we discuss two
scenarios. The first concerns processing a mortgage appli-
cation; the second deals with a company that is attempting
to satisfy investors while protecting sensitive internal infor-
mation. We describe each in turn and provide screenshots
of the tool’s output.

Residential Loan Processing. A typical mortgage ap-
plication is shown in the figure on the left side of figure 1.
The application contains several fields with potentially sen-
sitive information, specifically, the applicants’ names, SSNs,
addresses, phone numbers and dates of birth. These types
of information form the attributes in our attribute-based
encryption protocol, that is, a user authorized to view the
phone number attribute will be able to decrypt any phone
number in the encrypted mortgage application. Figure 1
shows the unencrypted mortgage application on the left and



Figure 3: The left side of this figure shows the administrator window for defining the Clerk’s access rights
at the top and the Clerk selecting the mortgage application to decrypt below. The right side of the figure
show the mortgage application as it appears to the Clerk. The Clerk can view names and phone numbers,
but other sensitive information remains encrypted.

Figure 4: The left side of this figure shows the original Enron email in unencrypted form and the right side
shows the same email but with external companies and a passage about an asset sale encrypted, as these are
potentially sensitive.

the encrypted application (using the scheme of section 5) on
the right. The encrypted fields in the form are depicted as
black boxes. Note that any two fields corresponding to the
same type of attribute contain a rectangle of the same size
to give resistance to attacks that leverage the length of the
redaction “bar” to infer the information removed [20].

We consider two users and demonstrate how the system
ensures each will be able to decrypt the information they
need in the encrypted application, while other sensitive in-
formation remains encrypted. First, we define a creditor
who needs the applicants’ names, social security numbers
and year of birth to run a credit check. The left side of fig-
ure 2 shows the window in which the administrator selects
the attributes to which the creditor should have access and
creates the corresponding decryption key for the creditor.
The term “keys” is used in the window because we found it
more intuitive to users to think of each attribute having an
associated key, as opposed to a decryption key being associ-

ated with an access right, as we describe in section 4.
On the left side of figure 2 we also show the creditor log-

ging in, and on the right side of the figure we show the cred-
itor’s view of the document. The creditor is able to decrypt
the SSNs, names and year of birth, but other potentially
sensitive information such as addresses and phone numbers,
remains in encrypted form.

Second, we consider a clerk whose job is to follow up with
applicants after loan approval for quality assurance pur-
poses. The clerk needs to know the phone numbers and
names of the applicants, but doesn’t need other potentially
sensitive information such as SSNs and addresses. Figure 3
shows the clerk user being created and given the necessary
access rights on the left, and the clerk decrypting the loan
application with their assigned decryption key on the right.
The clerk is able to decrypt phone numbers and names but
not dates of birth, SSNs and addresses.

Protecting Corporate Identity. An email from the



Figure 5: The left side of the figure shows an investor being given access to asset sale information. The
right side shows that the investor can view asset sale information although actual company names remain
encrypted.

Enron corpus [13] appears in figure 4 on the left side. This
email provides information about an Enron asset sale that
might be important for a company to share with investors
as proof that the company is taking the right steps toward
viability. However, the email also mentions several exter-
nal partners who might not have given permission for their
names to be released. The right side of figure 4 shows this
information protected, the company names have been en-
crypted and a paragraph that contains information on an
asset sale and the purchasing company has been encrypted.
Note that the black boxes indicating ciphertexts all have the
same size to resist attacks like those in [20].

In figure 5 we see an investor user being created and being
given the right to access information about the asset sale
(but not external company names)3on the left, and we see
the email as it is viewed by this investor on the right.

Finally, we make some comments about the performance
of our code. We have implemented a research prototype
and have not optimized for speed. The slow part of our im-
plementation involves pairing computations (using Miller’s
original algorithm). Steps that don’t rely heavily on pairing
computations are relatively fast. For example, generating a
user decryption key for 2 attributes averaged 200 ms on an
iBook G4. In the current prototype, decrypting content can
be quite slow, taking several seconds, however, we expect
that leveraging recent improvements in computing pairings
(see, for example, [5]) will improve the performance of our
prototype.

7. EXTENDING THE ABE MODEL TO USER
REVOCATION

Although revocation is likely to be needed less in the
document access setting that we consider than in the pay-
television setting that motivates much of the existing broad-
cast encryption and cryptographic revocation schemes, there

3Note that NetCo, an organization that was part of Enron,
is protected along with the external company names. With
additional content analysis it might be possible to distin-
guish NetCo from the external companies.

are certain to be instances in which it’s necessary to block
the access of rogue users to new documents introduced to
the system. Because this may be a rare event we choose
not to add user revocation to the existing schemes by as-
signing users additional keys based on revocation schemes
such as [22] and encrypting the document ciphertexts ac-
cording to such a revocation scheme. Rather, we propose a
heuristic extension to the scheme of section 5 that incurs no
additional user storage.

We begin by defining our efficient ABE scheme with user
revocation. An ABE scheme with user revocation consists of
the same four algorithms as a standard ABE scheme with the
following differences. The first difference is that we assume
that the number of attributes m = |W| is even, and that
every document is tagged with a set T of exactly |T | =
m/2 attributes. We justify these assumptions by noting that
every attribute Wi has a negation Wi. If all attributes and
their negations are included in W, the set W is of even
size m and every document is naturally tagged with m/2
attributes (for each attribute, either the attribute itself, or
its negation).

Setup(λ,W,U , v) takes as input a security parameter λ, a
set of attributes W = {W1, . . . , Wm} where m is even,
a set of users U = {U1, . . . , Un} and an upper-bound
v on the number of users who can be revoked. The
algorithm Setup outputs the public parameters and a
master key, (pub, mk). The setW and U must be part
of the public parameters.

KeyGen(mk, Ui, σ) takes as input a master key mk, a user
Ui ∈ U , and a monotone boolean formula σ over the
variables W1, . . . , Wm and their negations W1, . . . , Wm,
and outputs secret parameters dUi,σ.

Encrypt(mk, M, T, R) takes as input a master key mk, a
message M , a subset T ⊂ W of the attributes that
take the value true in the message M such that |T | =
|W|/2, and a set R ⊆ U of revoked users such that
|R| = v (for simplicity, we assume that there are always
exactly v revoked users; the introduction of dummy



users allows for revocation of fewer than v “real”users).
The algorithm Encrypt outputs a ciphertext C.

Decrypt(T, dUi,σ, C) takes as input a set of attributes T ⊆
W such that |T | = |W|/2, a secret key dUi,σ corre-
sponding to a boolean formula σ for user Ui and a ci-
phertext C, and outputs a message or a special symbol
⊥.

such that if T satisfies σ and Ui 6∈ R, then we have

Decrypt(T, dUi,σ,Encrypt(mk, M, T, R)) = M.

In other words, user Ui can decrypt all documents whose
attributes satisfy the access rights of Ui, provided Ui’s right
to decrypt these documents were not revoked.

7.1 Security Definition
Formally, we define the security of an ABE scheme with

user revocation through the following game between an ad-
versary and a challenger:

Setup: the challenger runs the Setup algorithm, gives the
public parameters to the adversary and keeps the mas-
ter key to himself.

Phase 1: the adversary adaptively issues queries of the fol-
lowing types:

• Key query: (σ, Ui), where σ is a boolean formula
over the variables in W and their negations and
Ui ∈ U . The challenger responds by running the
KeyGen algorithm and gives the secret key dUi,σ

corresponding to σ for user Ui to the adversary.

• Encryption query: (M, T, R), where M is a
message, T ⊂ W is a subset of the attributes
such that |T | = |W|/2, and R ⊆ U is a subset of
users such that |R| ≤ v. The challenger responds
by computing Encrypt(mk, M, T, R) and giving
the resulting ciphertext to the adversary.

Challenge: the adversary outputs two equal length mes-
sages M0 and M1, a subset T ∗ of W such that |T ∗| =
|W|/2 and a subset R∗ of U with the following prop-
erty: if T ∗ satisfies one of the key queries (σ, Ui) issued
in Phase 1, then Ui ∈ R∗.

The challenger then picks a bit b
R←− {0, 1}, encrypts

C ← Encrypt(mk, Mb, T
∗, R∗) and outputs C.

Phase 2: the adversary adaptively issues key and encryp-
tion queries as in Phase 1, such that all queries (σ, Ui)
satisfy the following property: if T ∗ satisfies (σ, Ui),
then Ui ∈ R∗. The challenger answers these queries as
in Phase 1.

Guess: the adversary outputs a bit b′.

We define the advantage of the adversary in attacking
the scheme as in section 4, and say that the ABE scheme
with user revocation is secure if the adversary’s advantage
is negligible.

7.2 An ABE Scheme With User Revocation
Our efficient ABE scheme with user revocation is formally

defined below. It is a heuristic extension of the scheme of
section 5 and is inspired by [23].

Setup(λ,W,U , v).
Say W = {w1, . . . , w2m} and U = {U1, . . . , Un}. Let e :

G× G→ G′ be an admissible bilinear map between groups
G and G′. Select a random generator g ∈ G and let h =
e(g, g). Select a random integer S ∈ {0, . . . , |G| − 1}. Select
a random polynomial p of degree m + v such that p(0) = S.

Define gi = gp(i) for 1 ≤ i ≤ 2m. Finally, choose a random
value ui > 2m for user Ui such that ui 6= uj for all i 6= j.
The public parameters are (G, g, n, m, v), and the master
key is mk = (h, (g1, . . . , g2m), (u1, . . . , un), p).

KeyGen(mk, Ui, σ).
The key generation is exactly as described in section 5,

except that we assign the secret value gp(ui) to the root of
the tree.

Encrypt(mk, M, T, R).
Select r

R←− {0, . . . , |G| − 1}.
Compute u = gr, vj = gj

r for wj ∈ T , µj = grp(uj) for
Uj ∈ R and w = hrS ·M .
Return C = (u, {vj}wj∈T , {µj}Uj∈R, w).

Decrypt(T, dUi,σ, C).
Say C = (gr, {vi}wi∈T , {µi}Ui∈R, w).

Exactly as in the scheme described in section 5, user Ui

recovers the value grp(ui) associated with the root of the
tree of the formula that describes Ui’s access rights. Pro-
vided C does not revoke user Ui, user Ui now has m + v + 1
values of the form grp(x) for distinct values x. By polyno-
mial interpolation, Ui can compute hrp(0) = hrS and recover
M = w · h−rS .

In the interest of space, we note simply that the variant
of section 5.1 can be modified in the same way to achieve
revocation.

8. CONCLUSION
We propose a system to protect identity and other sen-

sitive information by controlling access to an individual’s
attributes through encryption.

Our system encrypts not only sensitive personal informa-
tion, but also groups of personal attributes which may in-
directly allow for the inference of a person’s identity, even
though none of the attributes is directly sensitive. Personal
attributes are encrypted with an attribute-based encryption
scheme, which allows for efficient, fine-grained access con-
trol based on the content of documents. In addition, we de-
scribed a heuristic extension of our encryption scheme which
supports revocation of access rights.

We have implemented and tested our identity protection
scheme. Our prototype implementation demonstrates the
usefulness of our scheme in financial and corporate applica-
tions. Our tool is broadly applicable for identity protection
in other application areas as well, such as the medical and
legal domains.
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